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ARTICLE INFO ABSTRACT

Keywords: Two decades of global annual fractional vegetation cover products have been derived using daily surface
Fractional vegetation cover reflectance and land surface temperature data from the Moderate Resolution Imaging Spectroradiometer
MODI,S . (MODIS) instrument aboard NASA’s Terra satellite. These MODIS Vegetation Continuous Fields (VCF) products
LM;;C;‘C':;zammg are unique and a distinct advance over discrete (ordinal) land cover characterizations. VCF consists of three

continuous fractional cover layers at 250 m resolution summing to 100%: tree cover, non-tree vegetation and
non-vegetated surface plus surface water. This paper describes the fully-automated machine learning algorithm
used to create MODIS VCF and details recent algorithm improvements. Comparisons of the latest VCF products in
the MOD44B collection 6, with field-based fractional tree cover and other remote sensing fractional cover
products demonstrate improved agreement: the root mean square (RMS) deviations range from 9 to 23%. A
comparison of MODIS canopy cover values with those from the Global Ecosystem Dynamics Investigation (GEDI)
gives an R? value of 0.53. Automation of the algorithm provides flexibility for readily porting the method to
derive fractional cover products from additional instruments with similar radiometric characteristics such as the

Vegetation continuous fields
Land remote sensing

Visible Infrared Imaging Radiometer (VIIRS) payload aboard Suomi NPP and JPSS platforms, and successors.

1. Introduction

Accurate maps of vegetation cover are fundamental for environ-
mental and climate-related applications. Vegetation is a key component
of the biosphere. It is an important regulator of biogeochemical cycles
including water and carbon and an integral part of Earth’s energy bal-
ance. It is a dominant component of most ecosystems, providing critical
ecosystem services such as wildlife habitat, food, fuel and timber pro-
duction, reduction of erosion, and flood control. Vegetation maps pro-
vide the primary means of measuring global forest cover change (e.g.,
Hansen et al., 2013; Kim et al., 2014, 2015), providing parameters for
climate and carbon land surface models (Lawrence and Chase, 2007;
Tian et al., 2004; Jung et al., 2006), and depicting key variables for the
determination of biomass and forest structure (Cartus et al., 2012; Lef-
sky, 2010).

The benefits of characterizing vegetation type using continuous
variables rather than discrete classes were recognized in the 1990s
(DeFries et al., 1995). Continuous variables better describe the mixture
of trees, herbaceous vegetation and non-vegetated surfaces to be found
in most pixels at all resolutions. Fractional vegetation cover maps assign
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fractional values to each pixel rather than assigning a single class. They
also eliminate the need to translate between differing vegetation class
schemes when using data from different sources, and do not have the
artificially sharp representation of boundaries found in maps of discrete
land cover types.

MODIS Vegetation Continuous Fields (VCF) products are the de-
scendants of the earliest global fractional vegetation cover products,
developed by DeFries et al. (1995) and Hansen et al. (2000) using data
from the Advanced Very High Resolution Radiometer (AVHRR) at one
degree, 8 km and 1 km spatial resolutions, albeit with improved inputs
and methods.

The first MODIS instrument, onboard NASA’s Terra platform,
launched in 2000, was designed to provide much improved data for
observing vegetation. Taking advantage of near-daily looks and finer
resolution down to 250 m, MODIS VCF products were created to provide
a continuous record of fractional cover for three land surface types:
trees, non-tree vegetation and bare ground. The introduction of machine
learning algorithms for these products offered a substantial improve-
ment in accuracy and allowed the algorithms to be automated. Auto-
mation, in turn, ensures an internally consistent time series suitable for
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users in many scientific fields and for parameterization of biogeo-
chemical, hydrological and weather models.

The MODIS production system periodically reprocesses scientific
products, resulting in an updated ‘collection.” Reprocessing provides the
science teams the opportunity to submit improved algorithms and to
address drift in calibration and orbit through time. Major milestone VCF
collections are collection 3, which introduced the basic post-launch al-
gorithms; collection 5, which included important updates; and collec-
tion 6, which demonstrated improved results due to updates to the
upstream input products. MODIS VCF collection 6 data products are
currently available for 2000 to present, and represent the most accurate
MODIS fractional cover products to date.

The value of MODIS VCF products has been demonstrated in their
widespread use by varied research communities. They have been used as
input in the creation of 30 m resolution tree cover products from Landsat
data (Hansen et al., 2013; Sexton et al., 2013), which provide the ability
to monitor deforestation and forest degradation in a consistent manner
globally (Sexton et al., 2013; Kim et al., 2014, 2015; Hansen et al., 2008)
(Fig. 1). They are also being used to parameterize climate, carbon and
land surface models (Lawrence and Chase, 2007; Tian et al., 2004; Jung
et al., 2006), and to determine biomass and forest structure (Cartus
et al., 2012; Lefsky, 2010). Studies of many crucial phenomena now
depend on use of MODIS VCF products, such as fire occurrence (Giglio
et al., 2006; Wiedinmyer et al., 2006), ecosystem functioning (Night-
ingale et al., 2011; Villagra et al., 2009), biodiversity (Coops et al., 2009;
Hernandez and Pastor, 2008), conservation (Sexton et al., 2016; DeFries
et al., 2005), and public health (Calhoon, 2013; Cecchi et al., 2008).

2. Methods

The MODIS Vegetation Continuous Fields products are maps of
annual 250 m global fractional vegetation cover (FVC) in three layers:
tree cover, non-tree vegetation and non-vegetated ground (such as bare
ground, rock, ice/snow, and water). Fractional vegetation cover is
defined as the ratio of the area of the vertical projection of green
vegetation onto the ground to the total area; it captures the horizontal
arrangement and density of vegetation across the landscape.

2.1. Pre-MODIS development

The earliest global VCF map was created by DeFries et al. (1999)
from AVHRR data at 1 km resolution using linear mixture models. Thirty
metrics describing spectral and phenological characteristics were
calculated and used to decompose pixels into tree cover, non-tree
vegetation and non-vegetated components. A similar linear model was
then used to discriminate between evergreen and deciduous, and
broadleaf and needleleaf tree cover. This linear mixture model method
was subsequently applied to create annual 8 km AVHRR FVC maps for
each of the years 1982 to 1994 (DeFries et al., 2000). The current MODIS
VCF algorithm, described below, has evolved from this research.

2.2. MODIS VCF overview

The first MODIS VCF products (collection 3) were produced at 500 m
globally (Hansen et al., 2003), an improvement spatially over the 1 km
AVHRR product produced by Hansen et al., 2000. Collection 3 products
included only the tree cover layer (Hansen et al., 2003). Completed in
2008, collection 5 improved resolution to 250 m and added bare ground
and non-tree vegetation layers (Carroll et al., 2011). Collection 6 was
completed in 2018. It used the same algorithm and training data as
collection 5 but was improved due to higher quality in upstream surface
reflectance and brightness temperature products developed by Vermote
and Wolfe (2015a, 2015b) used as inputs. An outline of the current VCF
method is shown in Fig. 2, and is detailed in the following paragraphs.
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2.3. Training data

MODIS VCF production depends on a supervised machine learning
algorithm (described below). To create the necessary training data for
the machine learning models, imagery from Landsat 5 TM, Landsat 7
ETM+, and Landsat 8 from 1998 to 2013 were used. This range of
sources represents the imagery available as the training library was
compiled and augmented throughout the MODIS VCF project. Collection
5 included a major addition to the training data library, roughly
doubling the number of tree cover training scenes over collection 3,
resulting in 68 scenes for tree cover training and adding 45 scenes for
bare ground. Scenes were chosen to provide a sample representative of
global ecosystems and vegetation cover types; every continent is rep-
resented across a range of latitudes, and selections were compared to an
ecosystem map (Olson et al., 2001). Scenes at peak greenness without
cloud cover were preferentially chosen to ensure they represent vege-
tation at its maximum coverage. To estimate tree cover and non-tree
vegetation fractions, we performed manual classification on individual
scenes, aided by image segmentation software, to provide training sets
containing percent cover for each output layer. Landsat scenes were
manually classified, then high resolution data from the NGA High Res-
olution Data Archive (Neigh et al., 2013) and Google Earth™ were used
to verify the classification. Classification was done in the Landsat UTM
projection at native resolution (30 m), then reprojected to the MODIS
sinusoidal projection at 30 m resolution. Exact area averaging was then
applied to derive the final training dataset on the MODIS sinusoidal 250
m grid to match the gridding of the input surface reflectance products.

2.4. MODIS data

Atmospherically-corrected, gridded surface reflectance and bright-
ness temperature data for 2000 to 2018 from the MODIS Terra instru-
ment were used as inputs to the VCF machine learning algorithm
(Vermote and Wolfe, 2015a, 2015b). Because MODIS 250 m bands were
not processed until the end of the fourth year after launch, Collection 3
VCF products were made using bands 1-7 at 500 m. Collections 5 and 6
combine bands 1-2 at 250 m, bands 5-7 at 500 m, and band 32 at 1 km
in order to produce an improved product at 250 m (Table 1). MODIS
provides several observations for each pixel; multiple observations occur
where observations intersect multiple grid cells and where overpasses
overlap. Quality flags are also included in the MODIS inputs and are
used extensively in compositing (described in Section 2.5). Improve-
ments in the quality flags, particularly in cloud and aerosol detection
Vermote and Kotchenova, 2008, Vermote, 2019) have significantly
benefited MODIS VCF collections by better eliminating pixels where the
ground is obscured due to high aerosols and cloud cover.

2.5. Compositing

MODIS gridded land surface products are available at a daily time-
step, with multiple observations available per pixel each day. Compos-
iting is performed to eliminate clouds, aerosols, and other poor quality
data where possible and to choose observations with good grid cell
coverage and near-nadir viewing geometry. This compositing process
reduces data to a manageable size, selects high-quality data inputs for
the modeling algorithm, and retains the phenological characteristics of
the underlying vegetation (Carroll et al., 2011).

Early MODIS VCF products were produced using 40-day composites.
With improved surface reflectance and quality flag inputs, composites
were reduced to 32-day composites and then to 16-day composites in
collections 5 and 6, resulting in improved VCF products. Collection 3
performed compositing using only the normalized difference vegetation
index and blue band; in collections 5 and 6 a more comprehensive set of
quality tests are used, resulting in great improvement (Table 2).
Currently, compositing is performed to choose the best 250 m obser-
vations, at the same time storing matching (same day, orbit and grid
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Fig. 1. Deforestation in the Amazon Basin, 2001-2015. MODIS Vegetation Continuous Fields percent tree cover, 2001 (top) and 2015 (center). Deforestation shown
in red (bottom). Forest is defined as tree cover >30% and deforestation is defined as a 20% or greater decline in tree cover. (For interpretation of the references to
colour in this figure legend, the reader is referred to the web version of this article.)
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Fig. 2. Outline of machine learning methods used to create the MODIS Vegetation Continuous Fields product.

Table 1
MODIS bands used as input to the VCF machine learning algorithm.
Band Bandwidth Spatial Resolution [m]
Band 1 - Red 620-670 nm 250
Band 2 - Near Infrared 841-876 nm 250
Band 3 - Blue 459-479 nm 500
Band 4 - Green 545-565 nm 250
Band 5 - Short-wave Infrared 1230-1250 nm 500
Band 6 — Short-wave Infrared 1628-1652 nm 500
Band 7 - Short-wave Infrared 2105-2155 nm 500

Band 32 - Brightness Temperature 10.780-11.280 pm 1000

Table 2
Quality tests for observation compositing.
Bit Indicator Value
0 Band 1 > 0 and QA non-fill value 1 =yes, 0 = no
1 Bands 2-7 > 0 1 = yes, 0 = no
2 Cloud 1 =no, 0 = yes
3 Solar zenith <65° 1 =yes, 0 = no
4 Cloud shadow 1 =no, 0 = yes
5 High aerosol (level 3) 1 =no, 0 = yes
6 Observation coverage >15% and view angle 1 = yes, 0 = no
<45°
7 Observation coverage >10% and view angle 1 = yes, 0 = no
<50°
8 Observation coverage >5% and view angle 1 =yes, 0 =no
<55°
9 NDVI >90% of max NDVI 1 =yes, 0 =no
10-12 Cirrus level 0-3 (0 = highest, 3 =
lowest)
13-15  Aerosol level 0-3 (0 = highest, 3 =
lowest)

cell) observations for the 500 m and 1 km bands to produce 16-day
composited data for input to the processing stream. The compositing
algorithm assigns a score to each observation by setting quality bits
(Table 2), then sorts observations based on the resulting 16-bit integer.
The observation with the highest score is retained for each pixel.

2.6. Metrics

Metrics (or features) were created for each year using these pre-
processed composites. These metrics are descriptors that capture

seasonality, maximum greenness, and minimum brightness tempera-
ture. Metrics are based on all bands listed in Table 1. Metrics include the
time series of composited data in chronological order and data sorted by
spectral value, greenness and temperature. We also include the means of
several ranges of data in the sorted and unsorted datasets and take the
differences of values occurring in various positions in the time series and
sorted data. Metrics are used, together with the training data, to train the
linear tree models. Once the models are built, the metrics are again fed
into the models to predict vegetation cover for all pixels.

In collection 3, sixty-eight pre-selected metrics were used. In col-
lections 5 and 6, in order to improve metrics, we began with a large set
of candidate metrics and then used a semi-automatic process to reduce
the number of metrics, eliminating strongly correlated variables,
retaining only the metrics that best predicted the land surface. The
metrics selection process is performed iteratively using both metrics and
training data, by building the models, then eliminating metrics that are
infrequently chosen during model creation and that do not occur in the
highest levels of the regression trees. There is a balance between the
number of metrics that can be selected and the number of training points
that can be ingested by the data mining software, a function of physical
memory limitations. At each step, as unnecessary metrics are elimi-
nated, additional training is added, because model accuracy is improved
with a larger training dataset. Error statistics produced during the model
creation process are used to determine when the optimum balance be-
tween number of metrics and number of training data instances has been
found. This balance is attained when removing metrics and increasing
training points no longer improves model error statistics derived from
cross-validation. Once a metrics set is chosen, metrics are computed for
all pixels and used for both model training and prediction.

2.7. Regression tree models

The MODIS VCF machine learning algorithms are regression tree
models (Quinlan, 1992). There are several advantages to using regres-
sion trees:

Data prediction is fast.

The tree is easily interpreted.

Important variables are apparent.

Linear Model Trees (LMTs) can accurately model nonlinear data with
a ‘jagged’ regression surface.

e Fast, robust software libraries are available to create trees.
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Collection 3 used a small regression tree model (109 terminal nodes)
and was hand-pruned in a stepwise manner. In collection 5, linear
regression functions were added at the nodes, a variation of decision
trees known as a linear model tree, which more accurately captures
variability in the data and reduces noisy speckle and patchiness.
Collection 5 trees were also larger (approximately 4000 terminal nodes),
which was made possible by a larger training dataset; this made models
more accurate. Also in collection 5, bagging was added to improve the
stability of predictions (Breiman, 1996); in the MODIS VCF process, the
average of thirty LMTs was taken, using randomly sampled subsets of
training data with corresponding metrics. Bagging also provides a con-
fidence measure: a large standard deviation for the 30 predictions for a
single pixel indicates poor predictive performance. Improvements in
collection 5 were carried forward into collection 6.

For regression tree creation and prediction, the collection 3 algo-
rithm used the Classification and Regression (CART) methodology
introduced by Breiman et al., 1984. Regression trees are decision trees
where the target variables are continuous. Breiman et al.’s monograph
(1984) remains a good introduction to decision trees. CART has a
number of advantages: 1) it is not dependent on the underlying statis-
tical distribution of the variables, 2) it is not sensitive to outliers, 3) it
can use each variable at multiple decision points in the tree, modeling
complex non-linear relationships, and 4) cross-validation can be used to
assess the accuracy of the model (Nisbet et al., 2009). Currently (col-
lections 5 and 6), the M5’ algorithm by Wang and Witten (1997) is used,
an improved decision tree algorithm developed from an earlier M5 al-
gorithm (Quinlan, 1992). This algorithm is similar to CART but in-
corporates methods to obtain linear model trees. Pruning is done by both
algorithms using a stepwise process to eliminate overfitting. The M5’
algorithm does this in an automated fashion; a pruning factor, control-
ling the severity of pruning, is adjusted experimentally to provide
optimal model trees based on cross-validation statistics.

2.8. Software

An important update to MODIS VCF production is the full automa-
tion of the software. Early VCF products were created using S+ software,
which was not amenable to insertion into the MODIS production stream.
Collection 5 production takes advantage of newer software libraries to
overcome this problem and provide full automation. MODIS VCF pro-
duction software was written by the author to perform data manage-
ment, compositing and metrics creation. Open source libraries were
incorporated for model creation and prediction tasks. The software
package was successfully ported to the MODIS Adaptive Processing
System (MODAPS, resident at NASA Goddard Space Flight Center, Code
619) and is operational there. All of the libraries used by the code are
open source, mature, and well maintained by large, active communities.
Software is written in C and Java and uses the Java Native Interface to
bridge between languages.

The WEKA data mining software package (Hall et al., 2009) was
employed as the core data mining tool in the VCF software. WEKA can be
accessed using a GUI front-end for easy data exploration, and individual
functions can then be incorporated into user code. Written in Java, it is
easily ported. Source code is available and well-organized, which pro-
vides users the opportunity to modify code for their own use. A small
modification was made for this project to allow adjustments to the
regression tree pruning severity, but otherwise the library was used as
written. (Adjusting the pruning factor makes it possible to tune the
model experimentally for better accuracy based on the cross-validation
results.) WEKA is also well-documented, with a tutorial text in print in
its 4th edition (Witten et al., 2016). Because users are encouraged to add
new methods as they are developed by the machine learning commu-
nity, WEKA includes a wide range of methods including decision tree
inducers, rule learners, model tree generators, support vector machines,
locally weighted regression, instance-based learning, bagging, boosting,
and stacking, clustering methods, and an association rule learner. To be
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included in the WEKA workbench, a method must be published in peer-
reviewed literature and demonstrate increased performance over
established methods. WEKA algorithms typically include solutions to
common pitfalls such as finding global rather than local optimums and
dealing with missing data. Software deals robustly with errors and is
well-optimized for good runtime speed. Another important advantage of
WEKA is that it can ingest the very large training and metrics data sets
necessary to build accurate global land cover models.

2.9. Description of collection 6 VCF output files

One MODIS VCF product file was created for each year, containing
tree cover, non-tree vegetation, and non-vegetated layers (Fig. 3)
(DiMiceli et al., 2015). The output files are in the MODIS sinusoidal
projection at 250 m resolution. The MODIS Land/Water Mask was used
to flag inland water pixels in each layer (Carroll et al., 2009). The annual
product also contains a quality layer and uncertainty layers corre-
sponding to each vegetation layer, with values for each pixel. Layers are:

e Percent tree cover (woody plants greater than 5 m in height)

e Percent non-tree vegetation cover (all other green vegetation
including shrubs and grasses)

e Percent non-vegetated (rock, soil, permanent ice and snow, and inert
vegetable matter)

e Quality flags

e Continuous confidence value layers, one for each cover layer (3
layers total)

Layers are stored as scientific datasets (SDS) in tiled HDF format.
Metadata is also stored in the file with version information, information
about the input files, projection and file size, and overall quality. Data
layers and metadata are accessible to users through a number of soft-
ware packages (e.g., ENVI, ArcGIS, PCI Geomatica, GDAL, QGIS).
MODIS VCF data products can be freely downloaded from the Land
Processes Distributed Active Archive Center (https://Ipdaac.usgs.gov).
As products have improved, new MODIS VCF product versions have
been released; version 6.0 is the recommended version at the time of
writing.

2.10. Quantification of error and uncertainty

Two types of per-pixel quality variables are provided: a quality flag
layer and confidence layers. The quality flag layer contains information
about each of the 16-day composites that went into the model creation
and prediction process for a single year. This information is contained in
a bitfield for each pixel, the bits indicating whether there was good-
quality data (i.e., cloud-free, good light conditions, etc.) in each com-
posite. The confidence layers contain, for each pixel and layer, the
standard deviation of the 30 values resulting from the bagged linear
model trees. A large standard deviation for a pixel indicates poor
agreement among the bagged models and therefore low confidence in
the accuracy of the pixel value. The standard deviation is in units of
percent cover. Further guidance for the use of these quality and confi-
dence layers is provided in the MODIS VCF User’s Guide (Carroll et al.,
2017).

3. Product evaluation

In order to evaluate VCF product accuracy, we compared VCF tree
cover outputs with canopy cover from the Global Ecosystem Dynamics
Investigation L2B products. GEDI, aboard the International Space Sta-
tion, collects waveform Lidar in 25 m footprint samples, spaced 60 m
apart along transects spaced 600 m apart. Canopy cover for each foot-
print was derived by the GEDI team using a canopy directional gap
probability algorithm (Tang and Armston, 2019). Taking these canopy
estimates, we reprojected them to the MODIS grid, restricted the
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Fig. 3. MODIS VCF vegetation cover layers, US, 2010: percent tree cover (dark green), percent non-tree vegetation (bright green), and percent non-vegetated
(brown). Lower right: proportions of each vegetation cover type for six sites. (For interpretation of the references to colour in this figure legend, the reader is

referred to the web version of this article.)

validation dataset to those MODIS pixels containing five or more high
quality GEDI retrievals, then averaged the canopy cover samples falling
into each MODIS pixel. This resulted in validation data for more than 1.5
million MODIS pixels. A linear regression comparing MODIS canopy
cover values with those from GEDI gives an R? value of 0.53 (Fig. 4). The
regression indicates a systematic difference, with GEDI's values on
average somewhat higher at the higher end of the range and lower at the
lower end of the range. Systematic difference in the higher values is at
least partially due to GEDI retrievals over buildings which predict high
canopy cover values, not distinguishing between trees and buildings.
Variability about the regression line is also expected since GEDI foot-
prints cover approximately 1% of each of the MODIS pixels in the
validation dataset.

Other validation efforts include Carroll et al. (2017) who have car-
ried out validation of the VCF products using field data from two sites in
Maryland, and three sites in Brazil. As algorithms and upstream inputs
have improved, the RMSE has dropped from 19.27 to 9.47 (in units of
percent tree cover) for the Maryland sites and from 14.37 to 10.4 for the
Brazil sites when compared to the field data.

Several other studies have compared MODIS VCF tree cover data to
fractional cover values obtained from field data or from high resolution
aerial and satellite data. Hansen et al. (2002) compared 250 m MODIS

tree cover results with two maps of western Zambia derived from aerial
photos, field work, ‘Landscape and grassland mapping of Western
Province, Zambia’ (Jeanes and Baars, 1991) and ‘Vegetation Map of
Zambia’ (Edmonds, 1976). Land cover classes were correlated with
continuous fields for this comparison; the resulting RMSE was 9.8% tree
cover. Montesano et al. (2009) used Quickbird imagery to estimate
crown cover across the circumpolar boreal region; 2005 VCF-Quickbird
comparisons resulted in a RMSE of 13.4% tree cover. Sexton et al. (2013)
compared MODIS VCF to FVC derived from four Lidar images in western
North America, finding an RMSE of 16.8%.

Comparisons have also been made between VCF products and other
land cover products. Song et al. (2014) conducted a comprehensive
comparison of six land cover characterizations, including MODIS VCF
tree cover, with a large collection of regional and country-level forest
cover maps, supplemented by Landsat forest/no forest maps created
with a clustering-labeling algorithm. All products were aggregated to 5
km before assessment. Resulting MODIS NDVI RMSE values were
21.73% tree cover for North America, 24.06% tree cover for South
America, and 20.10% tree cover for Africa when compared to reference
maps. When comparing land cover products, RMSE values may be
higher than comparisons to field data because they incorporate errors
from both products.
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Fig. 4. Comparison of MODIS VCF percent tree cover with GEDI percent can-
opy cover. Red line is the linear regression line fit to the paired data points
(MODIS_cover = 12.501 + 0.682 * GEDI_cover). Blue points show a subset of
actual observations for purposes of visual clarity. The regression R? = 0.53;
Mean absolute difference = 17.324; Root mean squared difference = 22.399;
and Mean difference = 1.728. (For interpretation of the references to colour in
this figure legend, the reader is referred to the web version of this article.)

4. Conclusions

The number of terabytes of satellite data available for land cover
characterization continues to increase rapidly as data are gathered from
new instruments at ever finer resolutions. These data have great po-
tential to contribute new information about the Earth’s surface, but to
realize this potential, improved analytical methods are required, beyond
the simple indices and image transforms of the past. As ‘big data’ have
become ubiquitous, open source data mining tools have been created
and are readily available resources to provide these new methods.

This paper demonstrate the success of a fully-automated data mining
algorithm for production of global estimates of fractional vegetation
cover. A detailed outline was given of the methods used to create the
MODIS VCF products, including data compositing, metrics creation and
selection, and model training; this description should provide valuable
guidance to researchers desiring to use similar machine learning algo-
rithms. Crucial aspects in building this data mining project were careful
attention paid to data preparation and training data accuracy and the
avoidance of model overfitting. In addition, reduction of dimensionality,
in this case by removal of redundant variables, resulted in more accurate
depictions, particularly as it allowed more training examples to be used
without exceeding memory limitations.
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